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Abstract

We describe a novel algorithm to fuse intensity
data from multiple video cameras to create a spatial-
temporal occupancy map. The camera layout is as-
sumed to resemble a security video network. The oc-
cupancy map is o two-dimensional raster image, uni-
formly distributed in the floor-plane. FEach map pixel
contains a binary value, signifying whether the desig-
nated floorspace is empty or occupied. Our novel al-
gorithm requires only one difference and one look-up
table operation to determine each pizel’s effect upon
the map. This brevity of operations allows the spatial
occupancy map to be temporally computed at real-time
video rates. We demonstrate our algorithm operating
in several dynamic scenarios.
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1 Introduction

We describe a novel algorithm to fuse intensity
data from multiple video cameras to create a spatial-
temporal occupancy map. The camera layout is as-
sumed to resemble a security video network. Figure 1
illustrates a possible environment observed by four
cameras. The occupancy map is a two-dimensional
raster image, uniformly distributed in the floor-plane.
Each map pixel contains a binary value, signifying
whether the designated floorspace is empty or occu-
pied. Figure 2 illustrates a possible occupancy map for
the scenario depicted in Figure 1, where grey cells indi-
cate the space is occupied and white cells indicate the
space is clear. A spatial frame of the occupancy map
is computed from a set of intensity images, one per
camera, captured simultaneously. Temporally, a new
map frame is computed as quickly as data through-
put permits (discussed further below). Thus in effect,
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Figure 1: A video camera network.

the map is itself a video signal, where the pixel values
denote spatial-temporal occupancy.

Our novel algorithm operates using the image —
freespace perceptual paradigm [5]. Rather than as-
sume a predefined empty area, in which the ob-
servation of objects by the cameras populates the
occupancy map (the image — objects perceptual
paradigm), we assume a predefined occupied area, in
which the observation of floorspace by the cameras
creates freespace in the occupancy map. This method
is elaborated in Section 3. The advantages of our ap-
proach are:

1. No tracking is necessary to create the map. In
the image — objects paradigm, segmented ob-
jects from each camera must be correlated over
time and space so that triangulation (assuming
calibrated cameras) may be used to determine
object position (see for instance [14]). Using our
method, recognizing a pixel as floorspace is suffi-
cient to determine its location from a single cali-
brated camera.

2. No solution to the camera handoff problem is nec-
essary. Object tracking requires the determina-
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Figure 2: A spatial occupancy map.

tion of when objects leave and enter the field-
of-view of individual cameras. Since we are not
tracking objects, these phenomena have no effect.

3. No pixel grouping (region segmentation) is neces-
sary. In order to correlate objects between mul-
tiple views, region properties (such as centroids)
must be computed. In our novel algorithm, each
pixel from each video frame from each camera is
processed independently, requiring only one dif-
ference and one look-up table operation to deter-
mine the pixel’s effect upon the map.

Based on the image — freespace paradigm, we de-
scribe an algorithm in which the brevity of operations
allows the spatial occupancy map to be temporally
computed at real-time video rates.

We demonstrate our algorithm on a system con-
sisting of four cameras and a single personal com-
puter. Processing all four intensity images at full size
(480 x 640), maintaining an occupancy map of size
512x 512, using only general-purpose computing hard-
ware with a 233 MHz processor, our algorithm gener-
ates an occupancy map at approximately 5 Hz. Even
faster rates could be achieved by using digital signal
processing hardware, or a faster processor, or reduced
image or map sizes.

2 Related Work

Occupancy maps have been constructed from a sin-
gle mobile range camera, in a move-stop-image cy-
cle, for robot navigation [1, 2]. In [8], a single sta-
tionary range camera, imaging at 1.25 Hz, was used
to construct and render a three-dimensional occu-
pancy grid in real time. Occupancy grids have been
constructed off-line from multiple intensity images
[11, 15] and range images [9] for static object mod-
eling. In [10], multiple intensity video streams were

semi-automatically (human-assisted) edited off-line to
produce a time sequence of 3D occupancy grids.

In [14], multiple stationary intensity cameras are
used for surveillance of an area. In [7], multiple sta-
tionary intensity cameras are used to observe a robot
for navigation control. In [4], a forest of intensity sen-
sors is proposed for site monitoring. All of these meth-
ods follow the image — objects perceptual paradigm,
and rely upon tracking moving objects. Our novel al-
gorithm could form the core visual system for all these
applications.

Algorithms wusing occupancy maps have been
demonstrated for robot path planning, collision deter-
mination, and other navigation and location-related
tasks (see for instance [3, 6, 16]). Our novel algo-
rithm offers a video-rate occupancy map, which could
be used as a dynamic input for all these applications.

3 Methods

During setup, we calibrate the cameras using the
method described in [12]. The output from this pro-
cedure is the set of parameters for Tsai’s well-known
camera model, as described in [17]. This camera model
consists of:

1. the external parameters T (translation vector)
and R (rotation matrix), which locate and po-
sition the camera,

2. the internal parameters f (focal length), x (ra-
dial lens distortion) and C,, Cy (center of image),
which describe the image projection, and

3. the internal parameters d,,d, (sensor element
spacing), Nez, N¢, (sampling resolution) and s,
(scale factor), which describe the process of image
digitization.

These parameters are used to derive a mapping from
each camera’s image space to the occupancy map
space. These mappings are then used to form look-
up tables for our algorithm. It is assumed that the
z and y axes of the world coordinate system, defined
during calibration, reside in the ground plane.

Also during calibration, a background image is ac-
quired for each camera, in which all the relevant
floorspace is cleared. A binary mask is created
for each background image, denoting which pixels
are floorspace. An example background image and
floorspace mask are shown in Figure 3.

The basic operation of our algorithm is to detect
differences between the background image and live im-
age for each camera. Figure 4 shows an example live
image and an image where differences with the back-
ground are highlighted. Pixels which are not different



Figure 3: Background image and floorspace mask.

Figure 4: ive image and difference image.

imply clear paths to the corresponding ground plane
points, and therefore empty space in the correspond-
ing occupancy map cells. From a single view, this
perception of occupancy shows the obvious effects of
occlusion and perspective, as in Figure 5(top left). As
additional camera views are added, a reasonable de-
piction of the occupied floorspace emerges, as shown

in Figure 5.
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et  denote the image space and denote the
map space. The image space represents image data
from any single camera. The map space is a bounded
area at ground level in the observed world. The map-

ping
(1)

is the transformation from the image space to the map
space. The image space is a two-dimensional space de-
scribed by ( , ), where and are the computer im-
age coordinates. The map space is a two-dimensional
space described by (z,y), where x and y are the world
coordinates. The mapping  then becomes:

() (=y) (2)
is best described by a series of mappings:
3)

where is the mapping from computer image co-
ordinates to distorted image coordinates, is the

Figure 5: Map computed using 1, 2, 3, and 4 cameras.

mapping from distorted image coordinates to undis-
torted image coordinates, is the mapping from
undistorted image coordinates to camera coordinates
and is the mapping from camera coordinates to
the floorspace (in world coordinates).

The mapping relates computer image coordi-
nates to distorted image coordinates:

(,) () (4)
and is described by the following equations:
d$ NC.’E
( CITFe (5)
( Cydy (6)

where Cy,Cy,d;,dy, $¢, Nez and Ny, are camera pa-
rameters established during calibration.

The mapping relates distorted image coordi-
nates to undistorted image coordinates:

) ) (7)

and is described by the following equations:
1 &r) (8)
1 kr) 9)

where k£ is a camera parameter and r is given by:
r (10)

The mapping relates undistorted image coor-
dinates to camera coordinates:

() @y o) (11)



This mapping relates a point on the image plane to
a ray in camera coordinates. This ray is described
by a starting point and a directed vector. The focal
point, located at (0,0, 0), is taken as the starting point.
The image plane is located at f (focal length) on the
-axis (in camera coordinates). The directed vector
may therefore be described by its intersection with
the image plane ( , ,f).
The mapping relates camera coordinates to
the floorspace in world coordinates:

D (TeyYes ¢) (z,9) (12)

This mapping consists of two steps. The first step
transforms the ray in camera coordinates to a ray in
world coordinates through the following equation:

R (. T) (13)

where and . are points in world coordinates
and camera coordinates, respectively, and R and T
are camera parameters established during calibration.
The world coordinates (x,y) are found as the intersec-
tion of the ray with the ground level (0 plane).
ac at cc ac a

Formally, the occupancy map is computed as fol-
lows. For each camera ¢, a difference image is com-
puted as

(.9 (,,9 (,,0 (14)
where ( , ,c)represents the actual (live) image data
and ( , ,c) represents the background image data.

Each difference image is thresholded to produce an
image space occupancy map such that

(15)

where 1 denotes occupied space and 0 denotes free
space. Each image space occupancy map is trans-
formed to the map space by applying  (equation 2).
The mapping from each image space to the map space
is only dependent on the camera calibration parame-
ters and the resolution of the map space. Therefore, it
can be computed off-line and used as a look-up table,
forming the following pseudo-code:

A variation in the speed of the algorithm, relative
to scene content, is possible. At the extreme, when
the floorspace is entirely occupied (or empty), all the

if statements in the inner loop are false (or true),
yielding the fewest (or most) possible operations. In
practice we have noted only a minor variance, with
extremes at 4 Hz and 6 Hz.

eri ents

We demonstrate our method using the following
system. The experimental room is roughly 9 x 6 5
sq. m. in area. Bookshelves line most of the walls.
Four Sony -999 D cameras, two with 3.5 mm
lenses and two with 6.0 mm lenses, are mounted on
top of the bookshelves. The cameras are connected
to a single personal computer, equipped with two Ma-
trox Meteor digitizers, a Matrox Millennium II graph-
ics display, and a 233 MHz Pentium processor. The
code was written in  and compiled using Microsoft’s
isual 5.0. The images are processed at full
resolution (480 x 640) and the map size is 512 x 512.
The system was tested using three types of dynamic
objects (people, wheeled chairs, and a robot) as well
as a variety of static objects. Some snapshots from a
sequence of chairs being pushed across the room are
shown in Figure 6(a). Some snapshots from a sequence
of two people walking around the room are shown in
Figure 6(b). Some snapshots from a robot navigating
a path in the room are shown in Figure 6(c). In each
case the camera’s viewpoint is from the lower-left cor-
ner of the occupancy map, looking rightward across
the map image. During all our experiments, the sys-
tem was able to continuously construct the occupancy
map at approximately 5 Hz, producing a map quality

like those shown in the examples.

iscussion
In this work, we have described a novel algorithm
for computing a spatial-temporal occupancy map from
multiple video cameras. Our system offers several ad-
vantages over tracking-based methods. We imagine
that our algorithm could form the core visual system
for a number of robotics and automation tasks.



(a) hairs being pushed across room. Frames shown at 5 Hz (every map frame from 0.8 second sequence).

(b) People walking around room. Frames shown at 1 Hz (every fifth map frame from 4 second sequence).

(c) Robot moving around chair. Frames shown at 0.5 Hz (every tenth map frame from 8 second sequence).

Figure 6: Examples of spatial-temporal occupancy map. eft side of image corresponds to top side of map space.



For future work, we are exploring applications for
the occupancy map. In our current system, we have
set up a second computer to receive the map in real-
time as a broadcast from the system described herein.
In this manner, further operations may be performed
using the map without slowing down the map-making
process. One of our current goals is to navigate mo-
bile robots remotely using the map for path planning,
continuous position estimation, and dynamic collision
avoidance [13].

Another possible direction for future work is to
track the footprints of a moving person using the map.
Tracking in the map space, as compared to the image
space, has the advantage that the object of interest
maintains a constant size. Another advantage is that
there is no required switching between the multiple
cameras. These tracks could be used to map the mo-
tion of a real person to a virtual avatar, in real-time.
This operation could find use in remote collaboration
and augmented reality applications.

Finally, we would like to further explore the robust-
ness of the system. Particularly, we believe that dou-
bling the number of cameras would improve the sys-
tem’s performance on the boundaries of the combined
field-of-view, for this particular experimental area. We
would also like to experiment outdoors, to determine
the possible effects of variable lighting. Another in-
teresting extension could be the inclusion of color or
other semantic information in the occupancy map.
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