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Abstract

We describe a novel algorithm to fuse intensity data from multiple video cameras to
create a spatial-temporal occupancy map. The camera layout is assumed to resemble
a security video network. The occupancy map is a two-dimensional raster image, uni-
formly distributed in the floor-plane. Each map pixel contains a binary value, signifying
whether the designated floorspace is empty or occupied. Instead of tracking objects,
our novel algorithm operates by recognizing freespace. The brevity of operations in
the algorithm allows a dense spatial occupancy map to be temporally computed at
real-time video rates. We demonstrate our algorithm operating in several dynamic sce-
narios. Since each input image pixel is processed independently, we also demonstrate a
parallel implementation that achieves linear speedup on a multiprocessor architecture.
Potential applications include surveillance, robotics, virtual reality, and manufacturing
environments.

occupancy map, parallel algorithms, video image
processing, robotics, real-time algorithms



Figure 1: A video camera net ork.

ntroduction

We describe a novel algorithm to fuse intensity data from multiple video cameras to create
a spatial-temporal occupancy map. he camera layout is assumed to resemble a security
video net ork. Figure 1 illustrates a possible environment observed by four cameras. he
occupancy map is a t o-dimensional raster image, uniformly distributed in the oor-plane.
Each map pi el contains a binary value, signifying hether the designated oorspace is
empty or occupied. Figure 2 illustrates a possible occupancy map for the scenario depicted
in Figure 1, here grey cells indicate the space is occupied and hite cells indicate the
space is clear. A spatial frame of the occupancy map is computed from a set of intensity
images, one per camera, captured simultaneously using a syncing signal. emporally, a ne
occupancy map frame can be computed on each ne video frame sync signal. hus in e ect,
the map is itself a video signal, here the pi el values denote spatial-temporal occupancy.
A traditional approach to this problem is based upon tracking ob ects (see for instance
27). he paradigm starts ith a model of empty space and lls it ith
observed ob ects. Figure 3 illustrates a possible implementation. In this case, ob ects such
as the robot must be segmented in the individual camera vie s. Segmented ob ects are then

correlated bet een multiple cameras (the correspondence problem) and bet een multiple



Figure 2: A spatial occupancy map.

frames over time (the tracking problem). Data association methods track hen ob ects enter
and leave the elds-of-vie of individual cameras (the camera hando problem). Segmented
ob ect properties, such as region centroids, can be used via triangulation to determine ob ect
locations.

Our novel approach is based upon the perceptual paradigm 12 .
Our approach starts ith a model of occupied space and lls it ith observed freespace.
Figure 4 illustrates our implementation. In this case, pi els of observed ob ects (such as the
robot) are ignored. Instead, it is the pi els that are unchanged from the background that
cause a cell of the model to be changed, from occupied to empty. he union of freespaces
as observed by the multiple cameras creates a reasonable picture of its inverse, the occupied
space.

he advantages of our approach may be summari ed as follo s:

In the tracking-based approach, pi els must be segmented (grouped) in order to locate
ob ects. In the freespace-based approach, there is no segmentation. Each pi el from

each camera is processed independently.

In the tracking-based approach, data association methods must be used to solve the



Figure 3: In the tracking-based approach, ob ects are segmented in individual camera vie s.
Data association methods correlate the ob ects bet een cameras and over time. riangula-
tion on ob ect properties locates ob ects in the monitored space.

correspondence, tracking, and camera-hando problems. In the freespace-based ap-

proach, there is no data association. Data fusion is performed at the pi el level.

In the tracking-based approach, triangulations must be computed on-line. In the

freespace-based approach, all the necessary triangulations can be computed o -line.

Our methods are elaborated in Section 3.

We demonstrate our algorithm on a system consisting of four cameras and a single CPU
general purpose computer. he four input video streams are processed at full resolution
(480 640 standard N SC) producing a 480 640 resolution occupancy map. Using a 1997
PC ith an Intel 233 MH processor, our algorithm as able to compute and display a ne
occupancy map frame every 200 ms, thus operating at appro imately 5 H . We also e amine
the parallel nature of the algorithm. Simulating the same I O as described above, using a
1998 orkstation ith four Sun 300 MH processors, our algorithm runs at over 30 H .  he

sub ect of frame rate is discussed further in Section 5.1.



Figure 4: In the freespace-based approach, each pi el is processed independently. Data
fusion is performed at the pi el level, so the problems of data association are avoided.

elated or

An occupancy grid is a po erful representation for sensor data fusion 8. A revie of
the variations on the occupancy grid, such as the vo el grid, uadtree, and oct-tree, may
be found in 11, 18. hese models provide a dense representation, but allo for e cient
storage, access, and visuali ation due to their similarity in stucture ith computer memory.
Occupancy maps have been constructed from a single mobile range camera, in a move-
stop-image cycle, for robot navigation 2, 3 . Using onboard sonars, mobile robots can create
and update coarse local occupancy maps hile moving 5, 6. In 19, a single stationary
range camera, imaging at 1.25 H | as used to construct and render a three-dimensional
occupancy grid in real time. Occupancy grids have been constructed o -line from multiple
intensity images 23, 28 and range images 21 for static ob ect modeling. In 22, multiple
intensity video streams ere semi-automatically (human-assisted) edited o -line to produce
a time se uence of 3D occupancy grids. Our novel algorithm fuses multiple intensity video
streams to produce a dense 2D occupancy map of a complete environment in real-time.

In 27, multiple stationary intensity cameras are used for surveillance of an area. In 17,



multiple stationary intensity cameras are used to observe a robot for navigation control.
In 10, a forest of intensity sensors is proposed for site monitoring. All of these methods
follo the perceptual paradigm. Data fusion is performed at the symbolic
level 1, hich re uires sophisticated image processing and data association methods 4 for
tracking moving ob ects. Our novel algorithm performs data fusion at the pi el level 1,
using no segmentation, tracking, or data association, and so avoids these complications.
Occupancy grids can be used by mobile robots for mapping an unkno n environment 5,
6 . Concurrently, the occupancy grid can be used for path planning 20, collision avoidance
and obstacle detection 7. A revie of navigation and location-related tasks may be found
in 16, 29 . Our novel algorithm o ers a video-rate occupancy map, hich could be used as
a dynamic input for all these robotics applications 14, 15, 25. It could also form a core
visual system for surveillance systems, virtual reality, and intelligent environments.
his paper e pands upon a preliminary report published in the IEEE Conference on

Robotics and Automation 13.

Met ods

Let ( ) represent a right-handed three-dimensional coordinate system. he 0 plane
is assumed to lie in the plane of the oor (the ground plane) of the area being monitored.
Let , 0 , 0 , and integers, de ne an -columns -T0 S
discrete model of t o-dimensional space in the 0 plane of the ( ) orld. Each
models a rectangle of space — — units in si e. In this model, 0 signi es
a rectangle of freespace hile 0 signi es a rectangle of (at least partially) occupied
space. We refer to as an occupancy map. Let , 0 , 0 ,
0 , , and integers, de ne a set of -columns -ro s pi el images as captured
by  cameras.
Our method is initiali ed in three steps. First, the cameras are calibrated to provide

a transfrom  from each camera s image space to the ( ) orld space. he



Figure 5: Background image and oorspace mask for one camera.

transform  uses a set of camera model e uations and calibration parameters to relate each

pi el to a ray of space in orld coordinates:

C ) C ) 0 (1)

here ( ) and ( ) are kno n for each pi el via the transform . Our
particular calibration model and methods are detailed in Section 3.1.
Second, a single background image is ac uired for each camera hile the
oorspace to be monitored is empty. A binary mask is created for each back-
ground image specifying hich pi els are empty oorspace, here 0 signi es
oorspace and 0 signi es not oorspace. We use a polygon-dra ing tool to
delineate oorspace in the images for mask creation. he oorspace to be monitored is a
matter of choice. here is no hard distinction bet een ed obstacles and dynamic obsta-
cles, but rather a continuum. For instance, a person is generally considered dynamic, a all
is generally considered ed, and a piece of furniture may be considered either dynamic of
ed depending on its eight and function. In general, e emptied our e perimental area of
chairs, desks, tables, etc., during setup, but ignored bookcases and heavy materials sitting
along alls. An e ample background image and oorspace mask are sho n in Figure 5.
he third step to initiali e our method is to determine the occupancy map cell

that each image pi el vie s. hese locations are determined using the transform



to solve the follo ing:

C ) C ) 0) (2)

here and are the three unkno ns in the three independent e uations. he values
( ) are rounded to the nearest integers. If 0, 0 , 0 and

0, then the mapping

(3)

is established.  is not isomorphic, because any number of image pi els, from any number
of cameras, may vie a single occupancy map cell. Our particular solution for is detailed
in Section 3.2.

he basic operation of our algorithm is to detect di erences bet een the background
image and live image for each camera. A di erence image is

computed as
1 if
0 if )
he threshold controls the sensitivity of the algorithm, and is discussed further in Section 5.

By applying , the di erence image produces the occupancy map:

(5)

Using E uation 5, an occupancy map cell is designated as freespace if at least one image pi el
that vie s it sees no di erence ( 0). An occupancy map cell is only designated
as occupied if every image pi el that can vie it sees a di erence ( 1).  he
implementation of this algorithm is detailed in Section 4.

Figure 6 sho sane ample liveimage and an image here di erences ith the background
are highlighted. Pi els hich are di erent imply clear paths to the corresponding ground
plane points, and therefore empty space in the corresponding occupancy map cells. From

a single camera, this perception of occupancy sho s the obvious e ects of occlusion and



Figure 6: Live image and di erence image.

perspective, as in Figure 7(a). As additional camera vie s are added, a reasonable depiction

of the occupied oorspace emerges, as sho n in Figure 7(b)-(d).

Any camera calibration model and techni ue may be used, but e recommend the camera
model proposed by sai 30. We have found it be robust for a variety of industrial and
commercial cameras and lenses, and a dependable implementation is publically available 31 .
In related ork 24 e describe steps to simplify calibrating a camera net ork, particularly
in locating correspondences. he output from this procedure is the set of parameters for

sai s camera model, for each camera in the net ork. his camera model consists of:

1. the e ternal parameters (translation vector) and  (rotation matri ), hich locate

and position the camera,

2. the internal parameters (focal length), (radial lens distortion) and (center

of image), hich describe the image pro ection, and

3. the internal parameters (sensor element spacing), (sampling resolution)

and  (scale factor), hich describe the process of image digiti ation.

hese parameters are used to derive a mapping from each camera s image space to a orld

coordinate system.

10



(a) map using only one camera (b) map using t o cameras

(c) map using three cameras (d) map using four cameras

Figure 7: Map computed using an increasing number of cameras. he camera locations are
denoted ith light grey circles near the edges of the occupancy map.

Using sais camera model, E uation 1 represents a se uence of four steps. First, a
point in orld space is transformed to a point in the camera space

by applying a rigid body transformation

(6)

here is the translation vector and is the 3 3 rotation matri . Second, the point in
the camera space  is transformed through perspective pro ection, using a pinhole camera

model, to ideal undistorted image coordinates ( ):

11



hird, the point is transformed through radial lens distortion to distorted image coordinates
()
— (9)

— (10)

here is the distortion coe cient and . Fourth, the point is transformed

through digiti ation as it is captured by a framegrabber:

here ( ) are image pi el coordinates.

Using sai s camera model, the solution to E uation 2 is a series of ve steps. his solution
begins by taking a point back ards through the steps given in Section 3.1. he rst step

transforms a point ( ) from image coordinates to distorted image coordinates ( ):

( )—— (14)
( ) (15)

here and are camera parameters established during calibration.

he second step transforms from distorted image coordinates to undistorted image coordi-

nates ( ):
(1 ) (16)
(1 ) (17)
here is a camera parameter and . he third step transforms undistorted

image coordinates to camera (3D) coordinates.  his step relates an image pi el to a ray.

12



his ray is described by a starting point and a directed vector. he focal point, located at
(0 0 0), is taken as the starting point. he image plane is located at  (the focal length) on
the -a is (in camera coordinates). he directed vector may therefore be described by its

intersection ith the image plane ( ), so that

000) ( ) (18)

here is an unkno n. he fourth step transforms the directed vector from camera co-
ordinates to orld coordinates. Let 0 00 and
describe the ray in camera coordinates. Both and

are transformed by

( ) (19)

to give and , here and are points in
orld coordinates and camera coordinates, respectively, and and are camera parameters
established during calibration. he fth and nal step solves for the intersection of this ray

ith the ground plane ( 0):

( ) ) 0) (20)

here ( ) and are the unkno ns as described in E uation 2.

Al orit ms

All the calculations necessary to solve for  (E uation 3) are independent of image content.
herefore  can be computed o -line and stored as a look-up table.  provides a t o- ay
mapping, so that it may be applied in t o di erent manners. he look-up table
relates each image pi el for each camera to a uni ue occupancy map cell. he look-up table
relates each occupancy map cell to a set of image pi els, here each set may include
any number of pi els (including ero) from each camera. he use of and

lead to di erent algorithms, hich e ill refer to as image-based and map-based.

13



Both the image-based and map-based algorithms sho great potential for parallelism

on a multiprocessor architecture. We describe three di erent divisions of the processing

orkload, and the corresponding parallel algorithms. We measure the performance of all the
algorithms in Section 5, in terms of speed of e ecution.

In the follo ing descriptions e maintain the notation established in Section 3. is
the occupancy map, is a set of live images from  cameras, and is a set of
background images ac uired during system initiali ation. he indices and refer to map
coordinates, and refer to image coordinates, and refers to camera number.
and refer to look-up tables storing the mappings described by ~ (E uation 3). he
threshold  controls the sensitivity of the algorithm, and is demonstrated and discussed
further in Section 5.

he arrays , , , and are multi-dimensional, yet
they can be accessed in one-dimensional order because they have discrete boundaries. For
the sake of clarity, in the follo ing algorithm descriptions e maintain the multi-dimensional
notation. Ho ever, loopson (), on ( ), and on ( ), can be ritten using a single-

inde loop. his reduction in loop overhead yields faster e ecutions.

he image-based algorithm uses the look-up table , and is described by the follo ing

pseudo-code:

14



he arrays , , and are accessed in se uential order, hich can be
e ploited by a cache memory. he array is accessed in non-se uential order.

Entries in that are unused (entries for image pi els hich do not map to ground
plane points) are given a sentinel value that points to a harmless memory location outside
the occupancy map. For instance, the occupancy map array is allocated as 1 cells,
and the address of the e tra cell becomes the sentinel. An alternative is to add a second
conditional statement testing the mask. In the code given above, the inner-most loop is

modi ed as follo s:

In this case an e tra conditional statement is e ecuted for every pi el, hereas in the orig-
inal code non-useful assignment statements may be e ecuted for some pi els. he relative

performance of these variations is described in Section 5.

15



he map-based algorithm uses the look-up table . Entries in are sets of image
pi el identities. he si e of each set varies depending on ho many image pi els vie the
occupancy map cell.  his detail can be simpli ed by placing a ma imum on set si e, so
that may be implemented as a three-dimensional array. he constant set si e is
selected so that at least 95 of the mappings in E uation 3 may be found in . he

map-based algorithm is described by the follo ing pseudo-code:

In the map-based algorithm, the arrays and are accessed in se uential order,
hile the arrays and are accessed in non-se uential order.
As ith the image-based algorithm, unused entries in may be handled using

sentinel addressing or masking. he sentinel version of the code is sho n above. In this

case entries in hich do not map to image pi els are given a sentinel value that

16
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Figure 8: he processor orkload using image-level parallelism.

points to memory locations outside the image and background image spaces that cause the

conditional statement to fail.

he image-based algorithm can be split into e ual numbers of iterations on the camera loop.
In this case, given  processors and cameras, each processor orks on the images provided
by — cameras. Figure 8 illustrates the orkload. In the pseudo-code for the image-based

algorithm given above, the camera loop is modi ed as follo s:

here 0 identi es a particular processor. his algorithm provides contiguous blocks
of memory for the live and background images to each processor, but re uires — to be an
integral number in order to maintain a balanced orkload. his algorithm also produces
rite ha ards, because multiple processors may rite to the same occupancy map cell at the

same time.

he image-based algorithm can be split into e ual numbers of iterations on the image pi els.
In this case, given  processors and  cameras producing si e images, each processor
orks on — pi els of each image. Figure 9 illustrates the orkload. In the pseudo-code for

the image-based algorithm given above, the image ro s loop is modi ed as follo s:

17
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Figure 9: he processor orkload using pi el-level parallelism.

here 0 identi es a particular processor. his algorithm does not provide contigu-
ous blocks of memory for the live and background images to each processor, but maintains
a more balanced orkload in the case — is not an integral number. his algorithm also
produces rite ha ards, because multiple processors may rite to the same occupancy map

cell at the same time.

he map-based algorithm can be split into e ual numbers of iterations on the map cells. In
this case, given  processors and an si e occupancy map, each processor orks on
all the image data for — cells. Figure 10 illustrates the orkload. In the pseudo-code for

the map-based algorithm given above, the map ro s loop is modi ed as follo s:

here 0 identi es a particular processor. his algorithm has no rite ha ards,
because only one processor may rite to each map cell. Ho ever, the orkload balance is
directly related to the uniformity of distribution of mappings in 2 . If some areas of
the map are scarcely covered by image data hile other areas are densely covered, then the

orkload ill be correspondingly unbalanced.

periments

We demonstrate our method using the follo ing system. he e perimental room is roughly

9 65s . m. in area. Bookshelves line most of the alls. Four Sony XC-999 CCD cameras,

18



Figure 10: he processor orkload using map-level parallelism.

t o ith 3.5 mm lenses and t o ith 6.0 mm lenses, are mounted on top of the bookshelves.
he cameras are connected to a single personal computer, e uipped itht o Matro Meteor
digiti ers, a Matro Millennium II graphics display, and a 233 MH Pentium processor. he
code as ritten in C, compiled using Microsoft s Visual C 5.0, and e ecuted under the
Windo s N 4.0 operating system. he images are processed at full resolution (480 640)
and the map si e is 480 640. he total time to initiali e this system, including calibration,
mask creation, and look-up table creation, takes under ten minutes. he system has run
successfully for eeks using a single initiali ation.
We tested our system using three types of dynamic ob ects (people, heeled chairs, and
a robot) as ell as a variety of static ob ects. Some snapshots from a se uence of chairs
being pushed across the room are sho n in Figure 11. Some snapshots from a se uence
of t o people alking around the room are sho n in Figure 12. Some snapshots from a
robot navigating a path in the room are sho n in Figure 13. In each gure the observation
vie point in the accompanying camera vie s is from the lo er-left corner of the occupancy
map, looking right ard across the map space. During these e periments, the system as

using the se uential image-based algorithm. Map frame computation took on average 200

19



Figure 11: Chairs are being pushed across the room. Occupancy map frames are sho n at
5 H (every map frame from a 0.8 second se uence). he left side of the image corresponds
to the top side of the map space.
ms, so that the system as operating at appro imately 5 H . he map wuality sho n in
these e amples is similar to hat e have observed during hundreds of hours of operation.
Using the se uential map-based algorithm, performance dropped to appro imately 4 H .
We have itnessed three artifacts a ecting map generation. First, the system is based
upon the image di erencing principal, hich is directly related to the algorithm threshold

. It is of course possible to introduce an ob ect of similar color to the background, and set

to a value such that the system misses the ob ect. In practice, setting 1 10 forces
the system to see things that people generally cannot see, hile setting 50 forces the
system to miss things that people usually can see. In our e periments, setting 15 35

produced results that generally matched human perceptual e pectations.

Second, the system depends upon having multiple vie s of each mapped cell of oorspace.
Optimally, these vie s are from cameras ith opposing vie s. As ob ects move to ards the
boundaries of our e ample system, this constraint is violated, and the obvious e ects of
occlusion and perspective appear in the map. his problem only arises near the border of
our e perimental area, and could likely be eliminated by using additional cameras.

he third artifact e itnessed in map generation involves the observation of oorspace.

heoretically, the map depicts occupied space in the e act plane of the oor. In practice,

20



Figure 12: People alking around the room. Occupancy map frames are sho n at 1 H

(every fth map frame from a 4 second se uence). he left side of the image corresponds to
the top side of the map space.

ob ects above the oor can appear as occupied space in the map if the cameras cannot see

under the ob ects. For instance, in Figure 11, the chair bases are actually held a small

distance above the oor by casters.

he frame rate of our system depends on the number of cameras, the si e of the camera
images, the si e of the occupancy map, and the algorithm and computer architecture. he
frame rate is also upper-bounded by the frame rate of the cameras. In our case, e are
using N SC cameras (video signals), hich es the camera image si e to 640 480 and
upper-bounds the frame rate at 30 H . We are using an N SC signal to output the map,

ing the map si e to 640 480. he remaining variables are the number of cameras, and
the algorithm and computer architecture.

Fi ing the number of cameras at four, e e amined the performance of the se uential
and parallel algorithms on a multi-processor architecture. Simulations ere conducted on
a Sun HPC 450 ith four UltraSparc II processors operating at 300 MH . A set of real
look-up tables used in the se uential prototype ere re-used for these e periments. Live

images ere simulated using a set of randomly valued arrays. he images ere replaced on

21



Figure 13: A robot moving around a chair. Occupancy map frames are sho n at 0.5 H
(every tenth map frame from an 8 second se uence). he left side of the image corresponds
to the top side of the map space.

each iteration of the time-loop, to simulate real system operation, so that the 1 MB cache
on each processor ould have to re-load. Figure 14 plots the frame rates of each algorithm

as a function of the threshold , hich is varied across the reasonable range of operation.

Based on Figure 14, e observe four results:

1. Both the map-based and image-based parallel algorithms achieved almost linear speedup
in the number of processors compared to the se uential algorithms. For instance, be-
t een thresholds of 5 and 35, the pi el-level parallel algorithm sho ed an average
speedup of 3.3 over the image-based se uential algorithm (the theoretical ma imum is

4.0, the number of processors).

2. As in our prototype system, the simulations sho ed a greater performance for the
image-based algorithms compared to the map-based algorithms ( e sho only the
fastest map-based algorithm in Figure 14). We suppose this is due to the fact that three
out of the four arrays are accessed in se uential order in the image-based algorithms
(see Section 4.1), hile only t o out of four arrays are accessed in se uential order in

the map-based algorithms (see Section 4.2). he bene t provided by the increased hit

22
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Figure 14: Frames per second of algorithms on multiprocessor architecture.

rate in the cache memory (in the image-based parallel algorithms) out eighs the bene t

provided by the avoidance of rite ha ards (in the map-based parallel algorithm).

. Both the image-based parallel algorithms (pi el-level and image-level) performed e ually.

his suggests that the small penalty incurred by having a fe (in our case four) non
contiguous blocks of memory for each processor is relatively insigni cant (see Sec-
tion 4.4). herefore the pi el-level algorithm is to be preferred, speci cally in cases

here the number of cameras is not an integral multiple of the number of processors.

. Using an image mask decreased performance, as compared to sentinel (out-of-map or

out-of-images) addressing for unused lookup table entries. he e ecution of an e tra
conditional statement for every pi el, along ith the cost of loading an additional
large array into memory, as more costly than e ecuting the relatively small number

of super uous assignment statements.
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he se uential prototype described above as constructed in 1997. he multiprocessor
hard are described above as constructed in 1998. In 1999, e are constructing a second
prototype using a Dell orkstation itht o Intel processors operating at 450 MH . Based on
the above e periments, e e pect this system to operate at appro imately 20 H . Based on
pro ections of computer architecture performance 26, e e pect that an average computer

ill be able to operate our system at 30 H for t enty cameras in the year 2004.

iscussion

In this ork, e have described a novel algorithm for computing a spatial-temporal occu-
pancy map from multiple video cameras. Our system o ers several advantages over tracking-
based methods. Data fusion is performed at the pi el level, ithout using any segmentation
or data assocation methods. We imagine that our algorithm could operate at the core of a
number of machine vision systems.

For future ork, e are e ploring applications for the occupancy map. In our current
system, e have set up a second computer to receive the map in real-time as a broadcast
from the system described herein. In this manner, further operations may be performed
using the map ithout slo ing do n the map-making process. One of our current goals is to
navigate mobile robots remotely using the map for path planning 15, continuous position
estimation, and dynamic collision avoidance 25 . Some of these e periments may be vie ed
on video in 14 .

Another possible application is use the map to track the footprints of a moving person.

racking in the map space, as compared to the image space, has the advantage that the
ob ect of interest maintains a constant si e. Another advantage is that there is no re uired
s itching bet een the multiple cameras. hese tracks could be used to map the motion
of a real person to a virtual avatar, in real-time. his operation could nd use in remote

collaboration and virtual reality applications.
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For surveillance, it ould be interesting to combine this system ith a continuous back-
ground monitoring system, such as described in 9. he background images used in this
ork remain static. As ne ob ects take up permanent residence in the monitored area,
the background images could ad ust for their presence. he background images could also
ad ust for variable lighting in the case of outdoor or indo ed areas.
he algorithm presented herein is a relatively simple interpretation of the
paradigm. Several e tensions to our approach remain to be e plored. One inter-
esting idea is to consider the application of the approach to a variable terrain, or to a 2--D
or 3-D model. he simple di erencing operation at the core of our implementation could
be replaced by more comple operations, albeit at the cost of a slo er e ecution. Another
interesting e tension could be the inclusion of color or other semantic information in the

occupancy map.
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