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Abstract

We describe novel methods to mnavigate mobile
robots in an environment observed by a metwork of
video cameras. The multiple video streams are fused to
generate a spatial-temporal map of freespace [24]. Up-
dated in real-time, this map concurrently locates both
static and dynamic obstacles. Our novel method com-
putes a polynomial-shaped path from current position
to goal position for each map update, thus accomplish-
ing both path planning and dynamic obstacle avoid-
ance simultaneously. The motion control loop is closed
by tracking the robot’s position in the occupancy map,
which offers several advantages over tracking in the
raw image space. We demonstrate a prototype system
operating in several dynamic scenarios.

Key words: computer vision, mobile robotics, real-
time motion control, distributed sensing

1 Introduction

The two classical motivations for robotics are ex-
ploration and automation. Robots constructed for ex-
ploration require onboard sensors and processing ca-
pabilities in order to bring operability to an unknown
environment. Robots constructed for automation can
take advantage of specially constructed environments
to facilitate the performance of repetitive tasks. For
instance, industrial robots are usually placed within
workcells devoid of human or other mechanical pres-
ence, eliminating the need for complex environment
sensing. However, for robots to coexist in environ-
ments with people the robots must be given a powerful
sensing capability. It has generally been assumed that
such robots should be designed according to the explo-
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Figure 1: A video camera network.

ration motivation, with full onboard sensing and pro-
cessing capabilities. In this paper we describe an alter-
native mobile robotic system, designed for automation
in an environment cohabitated by robots and humans.

For this work, the central theme has been to relo-
cate the sensors from the robot to the environment.
Figure 1 shows an example sensor network consist-
ing of four video cameras. The idea is that mobile
robots working in the area tune in to broadcasts from
the video camera network (or from environment-based
computers processing the video frames) to receive sen-
sor data. This distributed sensing configuration offers
several advantages over onboard sensing:

1. Data fusion over space and time is simpler us-
ing stationary sensors. In [24], we describe an
algorithm to compute a real-time occupancy map
from a video network like the one in Figure 1.
This system is reviewed in Section 3.

2. The combined field-of-view of a sensor network
is larger than what can be provided by onboard
sensors. Using onboard sensors, a robot has only



line-of-sight sensing, and so must rely upon par-
tial path strategies (see for instance [33, 34]). In
Section 4 we describe a novel path-planning strat-
egy that takes advantage of distributed sensing.

3. The component of image blur caused by camera
motion is eliminated. This problem may also be
overcome by navigating in a move-stop-image cy-
cle, at the cost of operating in a static environ-
ment (see for instance [2, 4]).

In this paper we describe novel methods for path plan-
ning and navigation of mobile robots using distributed
sensing. We also demonstrate a prototype system op-
erating in several dynamic scenarios.

2 Related Work

Traditional robots use onboard sensors to “see”
their surroundings. Early examples include Shakey
[39], Hilare [23], the Stanford Cart [37], and the CMU
IMP [17]. These early robots were uniquely con-
structed. Although more recent research can take ad-
vantage of commercially constructed robots (see for
instance [9, 10]) the general configuration retains on-
board sensors.

Since the environment cannot be characterized
from a single viewpoint, data fusion is a core issue
of mobile robotics [1]. One method is to take sen-
sor readings from multiple locations during naviga-
tion. Odometry can be used to determine motion for
data alignment (see for instance [10]), but by itself
is insufficient due to error accumulation. Edge and
line features sensed from multiple locations may be
matched to determine relative motion (see for instance
[35, 47, 50]). Edge and line features may be matched
against an apriori map to determine relative motion
(see for instance [5, 29, 31]). Other sensing modalities
may be used in a similar manner, for instance sonar
[17,19, 32], range cameras [2, 4, 16], and combinations
of the above (see for instance [38]).

Another facet of data fusion is to use multiple sen-
sors. The theory of the fusion of distributed sensor
readings has been explored (see for instance [15]), but
in practice the distribution of sensors for mobile robots
has been limited to the body of the robot. One pop-
ular configuration is a sonar ring (see for instance
[8, 9, 17, 19, 32]). An omnidirectional lens applied
to a single camera also gives a 360° field-of-view (see
for instance [51, 52]).

A third facet of data fusion is the creation of a map
of the environment from multiple distributed sensings.
Traditionally, this task has been approached by mov-
ing a robot with onboard sensors to multiple loca-
tions (see for instance [2, 4, 19, 21, 8]). In these ap-

proaches the map-making function is integrated in a
single control loop that also performs self-localization,
collision avoidance, and path planning. An alternative
approach is to operate these functions independently
and hierarchically. Examples include the subsumption
[13, 14, 26] and reactive [3] architectures.

These facets of data fusion all share the issue of lo-
cation of sensor readings. Onboard sensors, whether
used singularly, in multiples, or in multiple modali-
ties, are moved during mobile robot operation. In this
work we describe a mobile robot system that makes
use of an environment-based video camera network.
Since the sensors are stationary, the data fusion prob-
lem (in all its facets) is simpler. We describe novel
methods for path planning and a motion control loop,
and demonstrate a prototype operating in several dy-
namic scenarios.

There are several known alternatives to the
exploration-configured (fully self-sufficient) robot.
Offboard processing of sensor data is a cost-effective
alternative to onboard processing. Teleoperation,
where onboard processing is replaced by remote hu-
man interpretation, provides a robust capability. Line-
following robots (see for instance [18]) make use of a
specially constructed environment. Apriori maps (see
for instance [5, 16, 31, 32, 38, 52]) are a common tool.
We view distributed sensing for mobile robots as a
natural extension to these ideas, and as a natural pro-
gression in robot-friendly environments.

3 Distributed Sensing

For this work we constructed a network of video
cameras similar to the depiction in Figure 1. The
camera layout resembles a security video network.
The cameras are all connected to a single com-
puter that processes the video feeds to produce a
spatial-temporal occupancy map using the algorithm
described in [24]. The occupancy map is a two-
dimensional raster image, uniformly distributed in the
floor-plane. Each map pixel contains a binary value,
signifying whether the designated floorspace is empty
or occupied. Figure 2 shows an example occupancy
map where grey cells indicate the space is occupied
and white cells indicate the space is empty. A spatial
frame of the occupancy map is computed from a set of
intensity images, one per camera, captured simultane-
ously. Temporally, a new map frame can be computed
on each new video frame sync signal. Thus in effect,
the map is itself a video signal, where the pixel values
denote spatial-temporal occupancy.

The map is broadcast at video rate to other com-
puters for path planning and navigation of mobile
robots. In our prototype system (described in Sec-
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Figure 2: A spatial occupancy map.

tion 6) we used stationary computers for navigation-
related processing. These computers were hardwired
to receive the map from the system described above,
and sent motor commands to mobile robots via RF
links. Conceptually, robots using onboard computers
that receive the map frames as a broadcast (wireless)
video signal would operate no differently.

In [24] we reported a system generating a 480 x 640
(NTSC frame size) occupancy map from four 480 x 640
video input streams at approximately 5 Hz. Figure 3
shows an example occupancy map frame from this sys-
tem and a concurrent view of the action in the room.
The chairs being pushed across the room are visible in
the map as star-shaped areas, denoting the occupancy
of the chair bases. The person standing at the right
of the image is just visible at the bottom of the oc-
cupancy map. The subject of frame rate is discussed
further in the conclusions.

4 Path Planning

Dynamic obstacle avoidance and static goal navi-
gation may be viewed as two separate problems. The
former may be accomplished using onboard sensors,
the latter by using a complete map of the static envi-
ronment. A multi-layered approach to navigation ac-
complishes dynamic obstacle avoidance locally while
navigating towards a static goal [13]. Methods for
static goal navigation include those based upon a visi-
bility graph [36, 46], the Voronoi diagram [41, 48], cell
decomposition [12, 40], a potential field [6], and the
configuration space [28]. A review of many of these
approaches may be found in [30, 44].

Algorithms using occupancy maps have been
demonstrated for robot path planning, collision deter-
mination, and other navigation and location-related
tasks (see for instance [20, 27, 49]). These works con-
sider the problems from the point of view of a robot
using on-board sensors or a priori maps for navigation.
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Figure 3: An example occupancy map frame, and a
concurrent view of the action in the room.

Two properties of our distributed sensing system pro-
vide for an alternative solution:

1. The distributed sensor network allows path com-
putation from start to goal point regardless of the
robot’s current field-of-view.

2. The real-time occupancy map captures both
static and dynamic objects concurrently.

If a new start-to-goal path can be planned for each
occupancy map frame then path planning and dy-
namic collision avoidance are solved simultaneously.!
In Section 4.1 we describe a novel path planning al-
gorithm designed to meet this timing requirement. In
Section 4.2 we describe our implementation of a well-
known path planning algorithm based upon a numeri-
cal potential field. In Section 4.3 we discuss the differ-
ences between these methods, which are highlighted
via experimentation in Section 6.

1Being able to compute trajectories for dynamic objects
could theoretically improve collision avoidance [22]. However,
animate (alive) dynamic objects rarely follow predictable tra-
jectories for very long. Consider two people approaching each
other in a narrow corridor. As the bodies meet, there is often a
short period of dancing back-and-forth to avoid collision. The
method described here imitates this approach to navigation.



4.1 Polynomial Path Planner

The goal of the following algorithm is, given an oc-
cupancy map snapshot, search a defined collection of
polynomials connecting the start and goal points, re-
porting the shortest collision-free path. Let E[z;,y;],
1<i<X,1<j<Y,iand jintegers, define a model
of two-dimensional space. Let M[xz;,y;] describe an
occupancy map of space F, where each M|z;,y;] mod-
els a rectangle of space + X + units in size. In this
occupancy map, M[x;,y;] = 0 signifies a rectangle of
freespace while Mx;,y;] # O signifies a rectangle of
(at least partially) occupied space. Let S = (zs,ys)
define a starting position, G = (z4,y,) define a goal
position, and R be the distance that encloses the max-
imum radius of the rigid body which is to travel from
S to G. A path from S to G is defined as

P = {(Pa1,Py1) Po2:Py2); > (Pan > Pyn ) }s
such that (p$17pyl) =5, (pmNapyN) =G,
—1< (Pz; — Pas_,) <1 and
-1< (pyi _pyi—l) <1 Vi=2.N,

(pziapyi) # (p-’L‘j)p’yj) Vi,j=1..N,i#j (1)

This definition describes any non-self-intersecting
path that connects S to G. Obviously, many of
these paths will be unreasonable, for instance having a
jagged or wandering shape. A reasonable path should
be smooth, implying that it should be well-modeled by
a continuously differentiable curve F(z(t),y(t)) where
F(x(0),y(0)) = S and F(z(1),y(1)) = G. For such
a path, we may define a function F1(z(t,u),y(t,u))
such that

|(F* (=
I(F (=

;=

~
—~

N
~

Equation (2) models a line of width 2R, centered on
and perpendicular to F(z,y), along the length of F.
A path P is valid (traversable by the robot) if

/t MIF@(tu),ytu)] =0 (3)
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Equation (3) tests a one-dimensional line of free-space
at each path point. This is more efficient than test-
ing a two-dimensional shape (e.g., the shape of a rigid
body) at each path point, because it reduces the po-
tential redundant overlap from tests of neighboring
path points.

Figure 4: A set of polynomial paths (left figure) from
start (upper left of figure) to goal. The best path
(right figure) is the shortest collision-free path in the
set.

We define a set of NV; second-order polynomial paths
from S to G as follows:

Fi(2(0),4(0)) = 8, Fi(=(1),y(1)) =G,
Fi(2(3),y(3)) = S + 155 (cos 16, sin19),

l==0.0 (4)
Each polynomial is defined by three points: S, G,
and a set of points equi-angular from S at a radius
of @ The values for the number of polynomials
N and the equi-angular step 6 control the coverage of
the set. Figure 4 shows an example set of polynomial
paths for V; = 13 and § = 15° for points S and G at a
distance of roughly 400 map pixels, and the best path
in the set.

The following pseudocode finds the shortest
collision-free polynomial path F; from the set of poly-
nomial paths defined in Equation (4):

given S, G
loop I =0,-1,1,-2,2, ..., = 4
solve equation (4) for Fi(z(3),y(3))
solve for parametric coefficients of F;
(see Appendix A.1)
enumerate integer points on F;
(see Appendix A.2)
let PATH_.OK = TRUE
loop i=0...N-1 (number of points on F})
solve for points F;-(z(4,0),y(4,0) and
F(z(i,1),y(i,1) (see Appendix A.3)
enumerate integer points on FlJ-
(see Appendix A.2)
solve equation (3) for M[F*(z(i,u),y(i,u))]
if M #0 PATH_OK = FALSE, exit loop
end loop
if PATH_OK = TRUE exit loop
end loop




(a) Occupancy map

(b) Skeleton

(c) Potential field

(d) Path

Figure 5: The numerical potential field method first
computes a skeleton (b), then a numerical potential
field (c) in which an A* search algorithm can be used
to find a path (d).

4.2 Potential Field Path Planner

Potential field methods represent the robot as a
particle under the influence of an artificial potential
field, whose local variations are expected to reflect the
structure of the free space. The potential function is
typically defined over free space as the sum of an at-
tractive potential, pulling the robot toward the goal
configuration, and a repulsive potential, pushing the
robot away from obstacles. The numerical potential
field path planning method [6] is a hybrid method be-
tween a skeleton method and a traditional potential
field method.

The planner can be divided into four steps:

1. Compute the Voronoi diagram of the free space,
thereby generating a skeleton.

2. Compute a potential field in the skeleton.

3. Compute a numerical potential field outside the
skeleton based on the values of the numerical po-
tential field in the skeleton.

4. Connect the goal and start position by (a) con-
necting the goal to the skeleton, and (b) perform-
ing a best first search in the augmented skeleton.

Figure 5(b) shows an example of a skeleton generated
using this method. Figure 5(c) shows the correspond-
ing numerical potential field. An A* search algorithm
on this augmented skeleton produces the sample path
shown in Figure 5(d). The details of this method may
be found in [6].

4.3 Discussion

The polynomial path planning algorithm was devel-
oped based upon the assumption that a mobile robot,
using distributed sensing, is to navigate common in-
door floorplans. For instance, the environment may be
a set of rooms connected via doorways and hallways,
containing some furniture, with sensible portions of
the floorspace reserved for walking. In these environ-
ments, many reasonable paths for navigation may be
modeled by two-dimensional polynomials in the plane
of the floor. The emphasis of this algorithm is on speed
and smoothness. In contrast, the numerical field po-
tential path planner is capable of locating a path given
any configuration. The emphasis of this algorithm is
on guaranteeing a, solution.

In relatively uncluttered areas, the numerical po-
tential field path planner tends to produce poor solu-
tions. Even though a straighter path may be available,
local minima in the potential field can cause wide de-
viations from a straighter path (for instance, see the
path in Figure 5(d)). In contrast, the polynomial path
planner always finds a smoothly continuous solution in
open areas. In cluttered or maze-like areas, the numer-
ical potential field path planner shows its strength, by
always locating a solution if one exists. In contrast,
the polynomial path planner will usually fail to find a
solution in these situations.

Most of the experiments in Section 6 utilize the
polynomial path planner. This follows from our
premised environment, an area cohabitated by robots
and people, which we imagine would often be reason-
ably open?. In our prototype system the polynomial
path planner runs at better than two orders of mag-
nitude faster than the numerical potential field path
planner, on the same data and hardware. We show
some experiments with both path planners, for com-
parison. Finally, it is interesting to consider a strategy
involving both methods, since they make such strong
complements. This is a topic of current work.

5 Motion Control

Robots with onboard sensors rely on detecting or
tracking known environment features, like corners and
doorways, to establish self position (see for instance
[5, 29, 31]). With our distributed sensing system, the
motion control loop is closed by tracking the position
of the robot in the real-time occupancy map. The
problem of tracking the robot resembles the problem
of tracking humans in surveillance and monitoring sys-
tems (see for instance [7, 11, 45]). However, tracking

2Tn fact, we suppose that one major function of these robots
might be to keep these areas clean and reasonably open.



in the map space has several advantages over tracking
in an image space:

1. The size of an object in the map is constant; the
size of an object in an image shrinks with dis-
tance.

2. The maximum distance an object (with constant
maximum velocity) can move in the map between
consecutive frames is constant; the maximum dis-
tance the same object can move in an image
changes with distance from camera.

3. The occupancy map is a binary map with a clearly
defined semantic labeling (occupied or empty);
the pixels of the map are therefore simpler to
group than those in a color or greyscale image.

4. The camera-handoff problem (determining when
the robot enters and leaves the fields-of-view of
multiple cameras) is bypassed, since the data fu-
sion is done at the pixel level.

Based upon these observations we describe a simple
self-localization function. Using this function we tried
two different tracking methods, one based on the pop-
ular Kalman filter, and another simpler method based
upon heading. A proportional-derivative controller is
used to control the robot’s heading. The controller
is constructed to minimize the angular difference be-
tween the tracked heading and a local heading given
by the currently planned path.
5.1 DPosition Estimation

The distance in the occupancy map that the robot
can move between consecutive frames is determined by
the frame rate and the maximum velocity of the robot.
Assuming the position of the robot in the previous
frame is known, then the position of the robot in the
current frame must lie within a window of size

width = height = 27r0b0t + VmacTo (5)

where 7,.p0¢ is the radius of the robot in the occupancy
map, Upmag is the maximum velocity of the robot in the
occupancy map (measured in map pixels per second),
and T, is the frame rate of the occupancy map. With
a sufficiently fast frame rate, the size of this window
is not significantly larger than the robot. The window
is centered on (z,(t—1),y-(t — 1)), the position of the
robot in the previous frame. The position of the robot
in the current frame can be calculated as the centroid
of the occupied pixels in this window:
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Figure 6: The output of the tracking algorithm from
the maze experiment (described in Section 6).

where w(t) is the set of occupied pixels in the window
at time ¢, |w(t)| is the number of pixels in w(t) and P
is a pixel in w(t) with coordinates (P, Py).

This method assumes the initial position of the
robot (at time zero) is known. This position could be
supplied manually, but we have also developed an au-
tomatic method. On startup, the robot is commanded
to move in a small circle, while everything else in the
room is assumed to remain stationary. A cumulative
difference image of the occupancy map is calculated.
The small circular motion of the robot causes a cir-
cular area in the cumulative difference image to accu-
mulate large values. The centroid of the cumulative
difference image (weighted by value) is taken to be the
initial robot position.

Figure 6 demonstrates the output of the tracking
algorithm. The track was taken from the maze exper-
iment described in Section 6. Each cross corresponds
to a robot position in a unique frame.

5.2 Heading Estimation

The heading of the robot could be determined by
pose estimation methods using a single occupancy
map frame. OQur prototype system uses circular
robots, making this approach difficult. In order to es-
timate the robot’s heading we use position estimates
from multiple frames while the robot is under motion.
An approximate heading is given by:

yr(t) — yr(t - 1))
zp(t) —zp(t — 1)

@:amwn( (7)

where z,.(t) and y,(t) are the robot’s coordinates at
time ¢t and ® is the angle between the centroids of two
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Figure 7: A comparison between the simple heading
estimate (Equation 7) and the heading estimate based
on velocities (Equation 8) from a Kalman filter.

consecutive robot positions. This heading estimate is
only updated when the robot is under motion.
Equation 7 is accurate under straight motion, but
shows a one frame lag under constant curved motion.
The size of this error increases with the size of the
rotation in the motion. Another method to estimate
the robot’s heading is to use velocity components:

o= rctan (220 ©

where v, and v,y are the velocities in the z and y
directions, respectively. We implemented a Kalman
filter to maintain a filtered estimate of these veloci-
ties, to estimate the robot’s heading. Figure 7 shows
examples of heading estimates from the two different
methods described. The heading based on the veloc-
ity of the robot in the x and y direction as given by
the Kalman filter has a much smoother appearance.
However, by comparing the two estimates it is appar-
ent that the heading estimate based on velocity is lag-
ging the simple heading estimate. In complete system-
level experiments (for our particular prototype) this
lag tended to have a more negative impact on control
than did the added noise of the simple method. There-
fore we chose the simple method over the Kalman filter
for the experiments reported in Section 6.

5.3 Control

The particular model of robot used in this project is
a Whiskers, manufactured by Angelus Research. The
robot uses inexpensive hardware (under $900 U.S.)
that was not constructed for precision control. The
goal of our controller is to achieve fast motion under
reasonable adherence to a planned path, as opposed
to motion tightly constrained by a planned path. The
whiskers robot has a maximum speed of approximately
20 cm/sec, which we generally maintain throughout
motion. Although detailed measurements were not
made, we witnessed (and accepted) adherence to a
planned path that was generally within 10 cm.

A proportional-derivative controller is used to con-
trol the robot’s heading. The objective of the con-
troller is to minimize the angle

e(t) = () — (1), 9)

where ® is the robots heading and © is the angle to-
wards the control point

O(t) = arctan (%) (10)

The control point (z., y.) is determined by finding the
point P on the current path closest to the robot, and
stepping from P a small distance ahead on the path
(30 path points for the experiments described in Sec-
tion 6). The control output is given by:

u(t) = Kp(e(t) + Kp(e(t) — e(t — 1)) (11)

where Kp is the proportional gain and Kp is the
derivative gain. The control output corresponds to
an amount of degrees that the robot needs to turn.

The robot has three wheels, two of which can be
controlled. The third wheel can rotate freely and is
only used for balance. The two controllable wheels
can be set to independent wheel speeds. To relate the
control output u(t) to a left and right wheel speed
(Viest, Vrignt) we use the following equations:

rKGKTVmaz u < _]-a
K -1<

Weft — { GVmaz fu< 05 (12)
KG(Vmaa: - KR|U|) 0 S u < 1;
L0 1<u
(0 u< —1,
Ka(V, - K -1< 0

Vright = % & {Vimos alub susD (13)
KaVimaz 0<u<l,
\KGKTVmaz 1 S u

where V42 is the maximum wheel speed of the robot,
K¢ is a constant used to slow motion if the robot is
near the goal, K7 is a constant used to slow motion
when the robot is in rotary motion (turning using only
one wheel), and Kg is a constant used to scale the con-
trol equation to a meaningful robot wheel motor com-
mand. The motors on the whiskers robot accept values
between 0 and 70. For the experiments described in
Section 6 we let V4, = 70, K7 = 0.5, and K = 40.
The constant Kg = 0.5 if the robot is within 50 occu-
pancy map cells of the goal, else Kg = 1.0.

Figure 8 shows a comparison between the robot’s
estimated heading and the desired heading for the
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Figure 8: A comparison between the robot’s current
estimated heading ® and the desired heading © for
the maze experiment (described in Section 6).

maze experiment described in Section 6. For the ex-
periments, Kp = 0.8 and Kp = 1.5. The planned
path takes the robot through a 15 m long and 1 m wide
corridor. The controller was able to navigate the robot
through the maze avoiding all obstacles. We note how-
ever the lag between the robot’s current heading and
desired heading in Figure 8, and comment that the
controller is probably the component of our system
that could most be improved.

6 Experiments

We demonstrate our methods using the following
system. The experimental room is roughly 6.5 x 9
sq. m. in area. Bookshelves line most of the walls.
Four Sony XC-999 CCD cameras, two with 3.5 mm
lenses and two with 6.0 mm lenses, are mounted on
top of the bookshelves. The cameras are connected
to a single computer, equipped with two Matrox Me-
teor digitizers, a Matrox Millennium II graphics dis-
play, and a 233 MHz Pentium processor. The images
are processed at full resolution (480 x 640) to produce
a map of size 480 x 640 pixels, as described in [24].
This system achieves an occupancy map frame rate of
approximately 5 Hz. The map is broadcast to other
computers by displaying it via the standard RGB dis-
play and using an RGB-to-NTSC converter attached
to the graphics display. The NTSC signal is then re-
ceived as a video signal by Silicon Graphics 02 work-
stations that control two mobile robots, one robot per
workstation. The mobile robots receive motor control
commands from the SGI workstations via RF links.

Path planning algorithms are often applied to
maze-like scenarios for test purposes. The first ex-
periment we present tested our navigation system in a
static situation. The numerical potential field path
planner was executed once (only on the first occu-
pancy map frame). The robot was given a goal point
and the navigation was recorded. Figure 9(a) shows a
sketch of the environment. Figures 9(b) and (c) show
the result of this experiment running from start to

Start

(b) start to goal

(c) goal back to start

Figure 9: A maze used to test the navigation sys-
tem. The actual paths executed (thick white lines)
are shown under the planned paths (thin lines).

goal, and from goal back to start. Each run shows the
union of occupancy map frames during the entire trial,
so that the robot’s taken path appears as a union of
all its positions during the run.

The following experiments were designed to demon-
strate “real-world” situations in which a mobile robot
may have to navigate around people and other dy-
namic obstacles in an indoor environment. During
these experiments, the polynomial path planner op-
erated at 5 Hz, computing a new path for each map
frame. In each case the robot maintained an average
speed of approximately 20 cm/sec, which is near the
robot’s maximum speed.

Figure 10 shows a scenario in which a robot is to
reach a goal point on the opposite side of a person
sitting at a desk. While the robot is in motion, the
person pushes back in the chair and blocks the original
path. By computing a new polynomial path at the
frame rate of the occupancy map signal, the robot is
able to react to the dynamic situation and smoothly
and continuously navigate a wider path.

Figure 11 shows a scenario in which a person crosses
the robot’s path while it is navigating towards a goal
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(a) Depiction of active scenario: chair and desk experiment.

(b) Snapshots from experiment.

Figure 10: As the robot moves to the opposite side of a person sitting at a desk, the person pushes back in the
chair. Navigation proceeds smoothly as the path planner continually plans a wider path around the obstacles.

Start
Start Person walking Person walking Start Person walking

e

Goal Goal Goal

(a) Depiction of active scenario: person crossing path experiment.

(b) Snapshots from experiment.

Figure 11: A person crossing the robot’s path makes the path planner find paths on both sides (first one side,
then the other side) of the obstacle as it passes. Forward progress is continually maintained.



Start Start

Rerson

Goal

P 4

(a) Depiction of action: blocked doorway experiment.

Goal

(b) Snapshots using polynomial path planner.

(c) Snapshots using potential field path planner.

Figure 12: When the doorway through which the
robot was planning to navigate gets blocked, it im-
mediately navigates towards the other doorway.

point. While the person crosses the robot’s path, the
side of the obstacle (person) which gives the best path
is momentarily in question. This causes a slight back-
and-forth (while still making forward progress) motion
until the straight-line path is cleared.

Figure 12 shows a scenario in which a robot is to
reach a goal point on the opposite side of a wall con-
taining two doorways. Once motion has begun and
navigation has proceeded towards a particular door-
way, a person moves into that doorway and blocks it,
causing the robot to navigate through the other door-
way. Figure 12(b) shows the polynomial path planner
operating in this scenario. Figure 12(c) shows the nu-
merical potential field path planner operating in this
scenario. The numerical potential field path planner
operated at approximately 1 Hz during this run, by
downsampling the occupancy map by a factor of six-
teen.

Figure 13 shows a scenario in which two robots are
navigating towards opposite corners of the experimen-
tal area. Both robots are making use of the same
distributed sensing system, but the motion control
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systems are completely independent. To each robot,
the other robot appears as an obstacle in its respec-
tive occupancy map, but otherwise has no significance.
The top row of snapshots shows the occupancy map
from the perspective of the first robot, the bottom
row of snapshots shows the perspective from the sec-
ond robot. When the second robot crosses the path of
the first robot, the first robot momentarily plans and
navigates curved paths around the second robot, until
the straight path is once again cleared. This behavior
is the same as that observed for the person-crossing-
path scenario.

Discussion

In this project, the central theme has been to re-
locate the sensors from the robot to the environment.
The sensor network consists of a set of cameras wired
to an environment-based (stationary) computer. This
system computes an occupancy map of the complete
floorspace of the environment from the multiple video
streams. Using the advantages this distributed envi-
ronment sensing provides for path planning, we have
described a novel polynomial path planner. We have
also described a novel control loop based upon track-
ing in the occupancy map, which offers several ad-
vantages over tracking in the raw image space. Our
prototype system has been demonstrated in several
real-time dynamic situations. Some of these demon-
strations may be viewed on video in [25].

Several pieces of this system present timing con-
straints. The computer that handles the distributed
sensing to create the occupancy map operates at ap-
proximately 5 Hz in our first prototype. We are cur-
rently building a second prototype using a dual pro-
cessor machine that operates at over twice the clock
speed. We expect this system to give us a four-fold
increase in the occupancy map frame rate. The com-
puters that handle path planning and motion control
are able to operate at over 30 Hz in our first prototype.
The frame rate of our cameras is 30 Hz (NTSC for-
mat). We expect that in the second prototype, the en-
tire system should operate near this limit. The robots
used in the first prototype had a maximum speed of
approximately 20 cm/sec. Our second prototype is be-
ing constructed for robots operating near 150 cm/sec.
In the first prototype, the robots were not able to move
fast enough to challenge the distributed sensing and
vision system. The majority of our experimental runs
ended in successful goal acquisition. Failed experi-
ments were almost entirely attributable to low battery
power or RF link disruption.



(a) Snapshots from navigation perspective of first robot.

(b) Snapshots from navigation perspective of second robot.

Figure 13: Two robots navigating independently using the same distributed sensing system. Each robot appears

as an obstacle (like any other obstacle) to the other robot.
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Implementation Details

Here we describe the details for implementing the
polynomial path planning algorithm.

A.l ol ing or an th order olynomial
cur e gi en oints
Given a set of N points (zo,%0), (T1,%1), -y

(zN—1,YN—1), a unique (N-1)-order polynomial curve
may be found that passes through all the given points.
Let this curve be represented by the parametric equa-
tions

F(z,y) = Ky t') (14)

=0

Assuming the given N points are uniformly spaced
along the curve, the coefficients K, K,, of the curve
may be found by passing the curve through each point
(zi,y:) at t = ﬁ, for i = 0...N — 1. Substituting
(i, yi, 5) for (z(t),y(y),t) in equation (14) yields
N equations linear in the N unknowns K,, and N
equations linear in the N unknowns K ;. These equa-
tions may be solved in matrix format using Gauss-
ordan elimination [43].
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For example, consider solving for the second-order
polynomial

F(z,y) = (x(t),y(t) =
(Koot + Koyt + Ky K2, + Kyt + K, ) (15)
which passes through (z 0, (z1,91) a

t = 1, and (z2,y2) at t
(K K$15K$2’K KynK

the matrix equations

The coefﬁments

Yo) at ¢
= 1.
,) are found by solving

0 01 K, Zo
1 % 1 le = 1
111 K,, To
0 0 1 K, Yo
L % 1 Ky, = WU (16)
111 K, Ys
A.2 Enumerating integer oints on a

arametric olynomial
Given an Nth-order parametric polynomial curve,
as in equation (14), its length can be approximated as

el
Zfi]l (x=7) m('_1) 2+

_1) - y(]i{__ll)

(17)

In order to enumerate the set of integer coordinates on
the curve, a sampling rate in the parametric variable



is defined as

1

t=———
2.1 ¢

(18)
The following pseudo-code enumerates the integer co-
ordinates on the curve:

loop t=0.0 ... 1.0in ¢ increments
solve equation (14) for real point coordinates
truncate real coords for integer coords
list integer coords if different from last listed

A3 ol ing or line segment orthogonal
to a olynomial cur e

Given an Nth-order parametric polynomial curve,
as in equation (14), the tangent vector at a given point

(z1,y1) may be approximated as

F'(z(t),y(t)) Fz(t+ t),yt+ t) -
F(z(t),y(t)) = (w2,y2) — (%1, 91)

for a suitably small ¢. Using integer coordinates,
finding (z2,y2) at 5 units from (x1,y1) is a reason-
able approximation. Let the line segment from (z ,y )
to (z ,y ), of length  units, be defined as the finite
length vector orthogonal to F(z(t),y(t)), that is also
bisected by F' at (x(t),y(t)). These constraints imply

(19)

= @ -2 P+l ~y )
(x2 —z1,y2 — 1) (¢ —2,y —y)=0

£L'1=z 2z y1=y 23/ (20)
A solution to equations (20) may be found as
( (m2+(5,y1))( )
e
| Pt Ty
( (22— 5,Y1)
(0 ,y) =1 (o2— Pl
SRR =
top lines when z; = zo,
bottom lines when z1 # z» (21)

Note that (z1,v1,%2,¥2,% ,y ,= ,y ) represent inte-
gers, so that the solution in equations (21) is not nu-
merically unstable.
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